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ABSTRACT: Heterogeneous high-performance computing
(HPC) systems have been proposed as a power efficient
alternative to traditional homogeneous systems. In
heterogeneous HPC system, fast CPUs which have
complex pipelines, high clock frequencies as well as high
power consumption are combined with slow ones which
have simple pipelines, low clock frequencies as well as
low power consumption. Different types of applications
should be distributed to run on different type of CPUs, in
order to achieve a trade-off between energy and
performance. In this paper, we use experimental research
to investigate the applications classifications which
categorize each application as the CPU-intensive,
memory-intensive, or phase-change application. We also
conduct some experiments to measure the current, power,
and energy of different types of applications. Afterwards,
a scheduling method for applications on heterogeneous
HPC systems is proposed. The experiment shows that
the scheduling method can trade off the latency and energy
consumption based on the applications classification and
measurement.
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1. Introduction
Heterogeneous HPC system is one type of high-
performance computing (HPC) system which mainly

Journal of Digital
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contains some different kinds of CPU working together in
cooperative fashion to solve problems [1].The
heterogeneous architecture is proposed in HPC by
combining high-frequency CPUs and  low-frequency CPUs
into one system [11, 12], for reasonable optimization
objective in terms of performance and energy. CPUs with
different frequencies correspond to different power
supplies, which lead to different energy consumptions.
There is an inherent tradeoff between the complexity of
CPU and the amount of power it consumes. A complex
out-of-order CPU with sophisticated pre-fetching and
branch prediction, high frequency, and multi-cores, like
those products deployed in servers, consumes around
100W power, while a simple CPU with shorter instruction
issue width and lower frequency, like those products used
in laptops or smart phones, consumes less than 20W
power [2].

In general, a simple CPU will have worse performance
than a complex CPU, but this relationship is not the same
for all applications. One application may slow down by a
lot if it runs on a simple CPU, while another one may slow
down only a little. Similarly, this relationship is also not
kept feasible for energy consumption, e.g. different
applications may consume different amount of energy
when running on the same CPU. This is mainly caused
by what components of CPU the application uses most
actively during execution. In other words, there is still no
clear answer to the question that “which CPU of
heterogeneous HPC system should we run an application
on for optimizing performance, energy, or combination
thereof?”

Therefore, the tradeoff between performance and energy
consumption depends on how to schedule different kinds
of applications to different types of CPUs for execution. In
order to maximize performance and minimize energy
consumption, in this paper we propose an approach to
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classify the applications, and then design an offline
scheduling method which can allocate different types of
applications to their most suitable CPUs. A metric, which
is defined as a linear combination of computation latency
and energy consumption, is used to measure the
optimization. We adopt experimental research on TPC-H
benchmark [3] to design and implement  the applications
classification and scheduling methods. These methods
take into account not only how applications perform on
heterogeneous HPC systems, but also how much energy
they consume.

The rest of the paper is organized as follows. Some related
work about application scheduling in heterogeneous
systems is reviewed in Section 2. Section 3 introduces
our experimental research methodology. Section 4
proposes the applications classification approach and
Section 5 presents the experimental research on current,
power and energy measurement of heterogeneous HPC
systems under different settings. Section 6 proposes the
offline scheduling method and verifies its effectiveness by
simulation. Finally, a conclusion with remarks on future
work is drawn in Section 7.

2. Related Work

Much research has been done to address the problem of
applications scheduling on heterogeneous HPC systems.
The approaches are proposed as follows.

(1) Run each application on each type of CPU, measure
the performance, and decide which CPU is “better” for a
given application [4, 5]. This method is straightforward,
however its need to run all applications on all CPUs causes
high performance overhead

(2) A solution to the problem above is to associate with
each application an architecture signature, which can
predict how the performance of an application will slow
down if it is moved from high-power CPU to low-power
CPU [6]. This is essentially an analytical modeling
methodology. A scheduler based on this solution can work
well [7]. Unfortunately, the analytical model is limited to
the systems whose CPUs can only differ in their
frequencies. However, in real heterogeneous systems, the
CPUs may differ in more aspects.

(3) Another scheduler is proposed to have additional
support for multi-threaded workloads [8, 13]. It is a
comprehensive scheduler which delivers both efficiency
and thread-level parallelism specification. However, the
whole process needs some preparation work about
identifying sequential phases and parallel phases of the
program. This is efforts-intensive, and mostly requires
manual work.

3. Experimental Research Methodology

Since we adopt experimental research to conduct the
applications classification and scheduling on
heterogeneous HPC systems, the methodology should
be specified in experimental hardware, software, and

measurement.

3.1 Experimental Hardware
All the experiments are conducted on an Intel Quad-cores
machine with i7 965 CPU. Each core has 256K-byte L2
cache and all four cores share 8M-byte L3 cache. The
size of the physical memory is 3G-byte. We set the
number of active cores at 1 and 4 to emulate a CPU with
single core and four cores, respectively. We also set the
multiplier of CPU to 12 and 22 to emulate a CPU with low
frequency 1.6 GHz and high frequency 2.9 GHz,
respectively. Both of the above two settings are done in
BIOS. Furthermore, we disable the Hyper-Threading
technology such that each core only runs one thread at
one time. As a result, when we run multiple applications
simultaneously, they can execute on different cores, and
thus the contention for shared resources is reduced. The
Turbo Boost technology is also disabled to fix the CPU
frequency.

3.2 Experimental Software
The benchmark adopted in the experiments is TPC-H which
consists of a suite of business oriented ad-hoc queries
and concurrent data modifications. The queries and the
data populating the database MySQL 5.5.9 have been
chosen to have broad industry-wide relevance. This
benchmark illustrates decision support systems that
examine large volumes of data, execute queries with a
high degree of complexity, and give answers to critical
business questions. In our research, we choose 16
representative queries as the benchmark to analyze the
classification and scheduling.

The experiments run on Gentoo Linux with kernel version
2.6.34.12. On the OS, we install Perfmon 2 [9], which is
a hardware-based performance monitoring interface for
Linux, to monitor the performance counters. Specifically,
we monitored the following events for a running application:
CPU_CLK_UNHALTED:THREAD_P, INST_RETIRED, and
LAST_LEVEL_CACHE_MISSES which provide the CPU
clock cycles under the conditions of not halted, number
of instructions retired, and number of last level cache (LLC)
missed, respectively. We also appended showtime when
using Perfmon 2 to get the running time of applications.
Furthermore, a program function getcycles is coded to
count CPU cycles including unhalted and halted ones.
The pseudocode is shown as follow.

The experimental dataset scale is set to 500M bytes,
which is under 20 percents of physical memory, to make
sure that all the data should be loaded into the memory.
Otherwise, the running time could be dominated by the
time needed to fetch data from hard disk and the impact
of CPU frequency scaling.

3.3 Experimental Measurement
A clamp meter is used to measure the current consumed
by CPU. The clamp was placed around the wires
connecting to CPU. This measurement is very convenient
for we need not to disconnect the wires for insertion. The
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clamp meter is connected to an Agilent 34401A Digital
Multimeter which samples the current measurements
every 10 milliseconds. The voltage is fixed at U=12V.
Assuming that the current is stable during the sampling
interval 10 ms, we calculate the energy consumed within
each sampling interval, and finally sum them up to get
the total energy consumption of application program. The
energy measurement formula is shown as follows:

                                  getcycles Function

#include <sys/time.h>
#include <sys/types.h>
typedef long long hrtime_t
hrtime_t getcycles(void)
{
      unsigned int tmp[2];
       __asm__(“rdtsc” : “=a” (tmp[1]), “=d” (tmp[0]) : “c”
(0x10));
      return ((hrtime_t)tmp[0]<<32 | tmp[1]);
}

where E, T, t, and It represent the energy, running time,
sampling interval, and current during that sampling interval,
respectively.

The energy measurement is mainly used in two cases.
First, we set the core number to one and run each query
of benchmark at low and high frequencies, to watch how
the running time and energy consumption would be
affected by the CPU frequency. Second, we run four same
queries on CPU with four active cores simultaneously, to
watch how the queries contend for shared resources. Since
we disable the Hyper-Threading technology, each query
runs on one core standalonely.

4. Applications Classification

From the TPC-H benchmark, we choose 16 queries which
can be classified into several categories. The applications
classification is preprocessing work which affects the
current, power and energy measurement, and applications
scheduling. Different type of applications should be
scheduled to run on CPUs with different frequencies, in
order to achieve a tradeoff between execution performance
and energy consumption.

In our experimental methodology for queries classification,
we use the hardware performance counter to record the
queries’ CPU performance information such as instructions
per cycle (IPC), miss rate per 1000 instructions (MPI),
etc. We also use Perfmon 2 to measure the events,
including CPU_CLK_UNHALTED, INST_RETIRED, and
LAST_LEVEL_CACHE_MISSES, and call the getcycles
function to get the number of cycles including both halted
and unhalted cycles. We calculate two metrics to classify
the queries. One is a widely used metric MPI, and the

       E = Σ U * It* t            (1)

other is a new but straightforward metric unhalted cycle
per cycle (UCPC). We measure the MPI and UCPC, and
normalize them into [0, 1]. The results of performance
measurement are shown in Figure 1.

Figure 1. Performance Measurement
of MPI and UCPC on 16 Queries

Through the observation on these two metrics in the figure,
we use a heuristic method to categorize queries. If a thread
has low MPI and high UCPC, we regard it as a typical
CPU-intensive query. If a thread has high MPI, it can be
considered as a memory-intensive query. For a phase-
change query which combines both CPU-intensive and
memory-intensive components, it may usually have low
MPI and low UCPC. Actually, the UCPC is employed to
identify the phase-change query. Therefore, we conclude
a method to classify the applications into CPU-intensive,
memory-intensive and phase-change applications. Based
on the experimental results in Figure 1, query 7, 8 and 10
are CPU-intensive, query 3, 16 and 17 are phase-change,
and the others are memory intensive.

5. Current, Power and Energy Measurement

After the queries classified into three categories, we try
to measure their current, power and energy consumption
affected by different CPU frequencies and different core
numbers.

5.1 Current Measurement
Firstly, we use power meter to record the current of query
2, 3, 7 and 10, to calculate the energy consumption. The
experiment is conducted on a single core CPU with its
frequency of 1.6 GHz. The results are shown in Figure 2.

Figure 2. Current Values of Selected Queries

In the figure, X-axis shows the sampling numbers which
are provided by power meter every 10 milliseconds, and

T
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Y-axis is the current value. The blue line at the bottom
denotes the base line recording the current of CPU when
it is idle. The current is recorded along the running time of
each query, and different queries have different current
values. All these queries run standalonely, so there is no
contention when they are running. We overlap them in
the same figure for the ease of comparison. Being different
from other queries, the query 3 shows two different phases
during its running time. The first phase shows high power
consumption, while in the second phase the power
consumption drops almost same to the base line. This is
because query 3 belongs to phase-change applications,
and in the second phase the query has too many I/O
instructions.

5.2 Power Measurement
We do the experiment to measure average power on one
and four cores, and under 1.6 GHz CPU and 2.9 GHz
CPU. Figure 3 shows the average energy performance we
measured with four threads on four cores and one thread
on one core, respectively with 1.6 GHZ CPU frequency.
For most of the queries, the average power for each thread
when four threads run simultaneously on four cores is
less than the power of only one thread running on one
core. The reason is that on the CPU chip, other than cores,
the shared resources such as L3 cache and memory
controller also consume a lot of power. The more cores
we utilize, the less average power we can get. But there
is still one query, query 8, that does not match this rule.
It is a highly CPU-intensive query, and thus it does not
benefit from sharing other CPU resources as others, and
may be even worse in some occasions.

Figure 3. Average Power of Different
Queries on One and Four Cores

We also measure the average power of different queries
on high CPU frequency of 2.9 GHz, trying to find out how
power is affected by the CPU frequency. The results are
shown in Figure 4. Theoretically, the power of CPU is
proportional to the CPU frequency. That means the power
of CPU at 2.9 GHz should be around 1.8 times as that of
CPU at 1.6 GHZ. However, the actual experimental results
show different things. There are both cases that are either
much higher than 1.8 times or far lower than it. This is
due to different types of queries. For CPU-intensive
queries, they are greatly affected by the frequency scaling,
while memory-intensive and phase-change queries are
not. Since when CPU frequency increases, CPU voltage

also increases. The supplied voltage, however, is stable
at 12V, so the current measured by power meter would
increase to more than 1.8 times as before. But this change
is not feasible for the memory-intensive and phase-change
queries, since they put most running time on the shared
L3 cache and memory controller, and the power in idle
time is almost the same under different frequencies
comparing to the significantly different full workload power
at different frequencies.

Figure 4. Average Power of Different Queries
under 1.6 GHz CPU and 2.9 GHz CPU

5.3 Energy Measurement
The energy consumption for the queries running on one
and four cores shows different pattern from the power
performance. As shown in Figure 5, when four threads
run simultaneously, they will contend for the shared
resources and thus it takes more time for each query to
finish running. So many queries cost more energy even if
their power performances are smaller. This contention
mainly happens in the shared last level cache, L3 cache,
since we find that the queries which achieve better
performance in power perform worse in energy
consumption. Furthermore, in our experiment, we run four
threads that are actually the same query. They need same
resources, and therefore make this kind of contention more
severe. For example, if a query is memory-intensive, its
four threads will contend for the L3 cache and memory
controller a lot. In practical services, we have to fully utilize
cores to reduce the latency, and also need to take the
CPU resource contention into consideration.

Figure 5. Energy Consumption of Different
Queries on One and Four Cores

The energy consumption of all queries under different CPU
frequencies is shown in Figure 6. Due to the increased
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CPU voltage, the energy consumption at high CPU
frequency is higher than that at low frequency. It takes
more energy to achieve reduced running time at high CPU
frequency.

Figure 6. Energy Consumption of Different
Queries under 1.6 GHz CPU and 2.9 GHz CPU

6. Scheduling on Heterogeneous HPC Systems

Based on the applications classification and
measurement, we try to design a scheduling method that
determines which type of applications should be
distributed to which kind of CPUs on heterogeneous HPC
systems, in order to achieve a balance between
performance and energy consumption. We also use the
experimental research to verify the effectiveness of the
scheduling method. First, we summarize the queries
measurement on current, power and energy.

(1) Fast vs. slow CPU. Since we can not change the
frequency of each core separately, we run our queries on
high frequency CPU and low frequency CPU alternatively.
It is more energy efficient to run on the slow cores for
most of the queries. However, if we also take latency into
consideration, it is desirable to arrange some queries to
run on the fast cores to get a trade off between energy
consumption and latency.

(2) One core vs. four cores. This scenario is a bit more
complex. Which is more energy efficient is closely related
to the contention of queries running together. If there is
little contention among the threads, it is very likely that
these threads should run simultaneously on four CPU
cores to save energy. On the contrary, if the threads that
contend a lot are arranged to run together, both the energy
consumption and latency will be very large.

As a result, how to schedule the query tasks on
heterogeneous HPC systems depends on (1) what is more
important to minimize energy consumption and latency;
(2) how the threads contend for the shared resources;
and (3) what is the ratio of the number of slow cores to that
of fast cores, and what is the ratio of the number of one core
CPU to that of four cores CPU.

We selected three queries, query 3, query 7 and query
14, which are phase-change query, CPU-intensive query,
and memory-intensive query, respectively. Our method is
to mix them and find out which combination is more energy

efficient or has shorter latency. We tried three cases in
which we put each query on the high frequency CPU and
the other two queries on the low frequency CPU
simultaneously. Figure 7 shows the experimental results.
The blue bar shows the total energy consumption of three
queries, the red bar shows the average running time for
each query, and the green bar shows the largest running
time which can be considered as the latency to finish this
group of queries. The running time of these three queries
is similar when running standalonely.

Figure 7. Energy and Running Time
Performance of Mixed Query Groups

From the results, we find that group 3 which takes query
14 on the high frequency CPU has the minimal energy
consumption while has almost largest running time, and
group 2 which takes query 7 on the high frequency CPU
has the smallest running time but consuming the most
energy. Therefore, the experimental results show that if
the target is to minimize the energy consumption, memory-
intensive queries should run on the high frequency CPU;
if the target is to achieve shortest latency, CPU-intensive
queries should run on the high frequency CPU; and if the
target is to further get a good balance between energy
consumption and running time, phase-change queries
should be divided into two parts and run on CPU with
different frequency through migration. This is the
applications scheduling method on heterogeneous HPC
systems.

7. Conclusion and Future Work

In this paper, we use experimental research to investigate
the performance and energy consumption of real
applications on heterogeneous HPC systems. Specifically,
we select 16 representative queries of TPC-H as the
benchmark, and run them on the HPC systems with
different CPU frequencies and core numbers. Through the
experimental results, we classify the queries into three
types, CPU-intensive, memory-intensive and phase-
change queries. We also measure their performance on
current, power and energy consumption. Based on the
applications classification and measurement, we also
design an experiment to propose a scheduling method
which can achieve the trade-off between latency and
energy consumption.



232                           Journal of Digital Information Management  Volume 9  Number 6 December 2011

In the future work, we hope to run our experiments on the
CPUs with different architectures, for example, ATOM [10].
We also plan to figure out more measurement metrics,
develop an online scheduling method based on the
metrics, and conduct more experiments to verify the
method.
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